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Abstract

The purpose of this project is to look into the application of machine
learning techniques to motion planning. Specifically, we seek to investi-
gate the question, ”Can we use Machine Learning to accelerate aspects of
motion planning such as collision avoidance or path planning?”
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1 Introduction

The purpose of this project is to look into the application of machine learning
techniques to motion planning. Specifically, we seek to investigate the question,
”Can we use Machine Learning to accelerate aspects of motion planning such
as collision avoidance or path planning?”

The report is organized as follows Section 2 gives a short description of some
of the previous work applying machine learning to motion planning. Section 3
begins by first posing a probabilistically complete way of augmenting the col-
lision query to use learning. Section 4 gives a brief description of the pieces
of RVO which we are concerned about for the remainder of this project. Sec-
tion 5 gives a brief overview of ε-Support Vector Regressions, Section 6 gives a
description of the Learning RVO method and algorithm. Finally, we conclude
with Section 7 which describe the results and future work.

2 Previous Work

Surprisingly, most of the work done on machine learning tends to be in be-
havioral planning, and rely mainly on reinforcement learning techniques. Some
notable examples include [1] where a virtual dog is interactively trained and
[2] where an avatar learns to do simple tasks by example. Alternatively, over
the past 10 years statistical methods have shown to do a good job in decision
problems, and only recently have they been explored with the context of motion
planning. A very interesting use of such methods can be found in [5], where the
clear query is replaced by a learned model.

3 Desperation Planning

We begin by first giving an overview of Viability Filtering [5]. This method
augments the agent with a set of sensors in world space. These sensor are then
used to create a feature vector of the state of the environment independent of
the actual agent. Some examples may include proximity the nearest wall or
distance to and object etc. We then do a normal probabilistic motion planning
algorithm (RRT, PRM, etc), but in tandem we keep track of the state of our
sensors as we make collision queries. As a post process we mark a success for
any sensor state that reaches our goal, a failure if it does not. Obviously, unless
our sensors are very simple we will not have all the necessary information about
every sensor state, so, we train a model, Ω, which given the state of the sensors, x
evaluates success or failure based on the previous observations. We then change
the collision query to a viability query to first check if there is a collision and
then return true if Ω, evaluates success, false otherwise. In their paper, Kalisiak
and van de Panne show that models trained on one scenario have a successful
carry over to other scenario, as long as the scenarios are not vastly different.
One difficulty with this method is it is not probabilistically complete. On the
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authors project website under the FAQ he responds to this problem by posing
the use of a standard planning algorithm in parallel.

For the first part of the project consisted of posing an algorithm which is
based on Viability filtering. As in Viability Filtering, we replace the clear query
with a viability query, which in the following we will refer to as VQ. The dif-
ference is we change VQ to be a real valued function with range range [0, 1],
which given a feature vector of the current state of the environment returns the
probability of the feasibility of success given the current state, such that 1 is
highest probability 0 is least. To do this we would simply need to change our
learning algorithm to report probability distributions. This could be achieved
by using a variant of ε-SVR (see section 5). The algorithm then makes a de-
cision on wether to keep this point or throw it away based on desperation, a
value in [0, 1] that decreases with respect to time. If this were applied to an
RRT planner, essentially what will happen is, the planner with start off only
expanding paths that are highly probable. As time progresses the planner will
become more desperate expanding less likely paths. The important thing to
note, is once the the desperation parameter is 0 then the algorithm is using
what every probabilistic method it is sitting on top of.

This method has not been implement, as a different idea seemed worth
pursuing. As such, there are no experimental results, but as it was one of the
ways to use machine learning in motion planning created from the project it
seemed worth including.

4 RVO

We will begin by giving only a brief description of the update step function of
RVO [4] as this is primarily what we will be concerned with for the remainder.
At each time step RVO picks a preferred velocity vector, then identifies all the
neighbors within a radius r. Next, the algorithm takes n samples, to form the
set S, from the set of allowed velocities based on kinodynamic constraints, AVi.
For each sample in S we evaluate a penalty function and the velocity with the
lowest penalty is chosen to be the new velocity. We will return back to the RVO
algorithm in section 6 when we discuss learning RVO.

5 ε-SVR

We now turn to a very sparse explanation of ε-Support Vector Regression (ε-
SVR) which will give all the detail needed to understand the experimental results
presented in section 7, see [7, 6], for a full explanation. When calculating an
ε-SVR, we are giving training data {(x1, y1), . . . , (xn, yn)} ⊂ X × R, where xi
are our sources and yi are our targets. Our goal is to find function f(x) which
has at most ε deviation from actual targets yi and is as flat as possible. One
thing to note about ε-SVR is errors are acceptable as long as they are less then,
ε, but an error greater is not allowed.
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We begin by defining the linear function

f(x) = 〈w, x〉+ b with w ∈ X , b ∈ R

where we denote 〈· , · 〉 as the dot product in X . Next we must mathematically
define what we previously meant by flat. Essentally our function can be made
more flat by minimizing w, which is equivalent to, minimizing the norm of w,
‖w‖2 = 〈w,w〉. This leads us to the optimization problem

minimize 1
2‖w‖

2

subject to
{
yi − 〈w, xi〉 − b ≤ ε
〈w, xi〉+ b− yi ≤ ε

This assumes that this is even possible, but unfortunately, for most data
this is not. To solve this issue, the concept of a ”soft margin” [3] is introduced,
which allows slack variables, ξi, ξ∗i which are penalized based on a loss function
(see Fig 5). This results in the formulation [7]

minimize 1
2‖w‖

2 + C

n∑
i=1

(ξi + ξ∗i )

subject to

 yi − 〈w, xi〉 − b ≤ ε+ ξi
〈w, xi〉+ b− yi ≤ ε+ ξ∗i
ξi, ξ

∗
i ≥ 0

where |ξε| =
{

0 if |ξ| < ε
|ξ| − ε otherwise

The important features to note in this formulation is the parameter C, later
we will look at how this parameter effects our results. Skipping many of the
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details of the derivation, we arrive at the dual of our formulation

maximize


− 1

2

n∑
i,j=1

(αi − α∗i )(αj − α∗j )〈xi, xj〉

−ε
n∑
i=1

(αi + α∗i ) +
n∑
i=1

yi(αi − α∗i )

subject to
n∑
i=1

(αi − α∗i ) = 0 and αi, α
∗
i ∈ [0, C]

(1)

Using our dual formulation (1) we can rewrite w as the support vector expansion,
a linear combination of sources, xi, and Lagrange multipliers, αi and α∗i .

w =
n∑
i=1

(αi − α∗i )xi =⇒

f(x) =
n∑
i=1

(αi − α∗i )〈xi, x〉+ b (2)

Now, our equation (2) is written as a set of weights, αi, α∗i and the dot
product, 〈xi, x〉. In this case we refer to our dot product as a kernel function.
We can replace this by different functions that maintain certain sets of properties
to project our data into higher dimensional space. We will also return to the
use of different kernels in section 7. To reiterate, this very course overview,
we completely omit dissuasion of how to find b as this will not be used in the
results. Once again, please see [7, 6], a full discussion on ε-SVR, and kernels.

6 Learning RVO

The general way the learning RVO works is we try to replace the compute new
velocity function with a learned model of the function, using the same preferred
velocity and set of neighbors. We do this by taking the x and y components of
vpref as our first and second features respectively. Then for k nearest neighbors
within a specified radius, we use the relative position and velocity as features.
Hence, for k neighbors we have 4k + 2 features.

Next we collect a large amount of data, from running the circle simulation
multiple times, gathering the features and the resultant velocity at every time
step from every agent, and use this to train the models.

As the x and y components of the velocity are dependent we cannot simply
train a model for x and a model for y. To solve this problem we first train a
model for x, X from the 4k + 2 features, and then train a model for y, Y with
4k + 3 features, the original feature from before, plus the x velocity.

Once the models have been created, the final part of the RVO update step
algorithm can be changed from picking the velocity with the lowest penalty
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as follow. First extract the feature vector F . Evalute X(F) to get the new x
velocity, xnew. Evaluate Y(F , xnew) to get ynew. Finally, we can set the new
velocity by adding xnew to the current x velocity and ynew to the current y
velocity as xnew and ynew are relative velocities.

7 Results

We now turn to a discussion of the results as well as a discussion of their
meaning. Our results will mainly focus on two error metrics mean squared error
(MSE) and the squared correlation coefficient (SCC). The squared correlation
coefficient, R2 ∈ [0, 1] denotes the ”success” of the linear mapping between
the input and the output. A value of R2 which is closer to 1 is better, and
ideally the goal is a value above .5, as this denotes a high corelation. Moreso,
.5 > R2 ≥ .3 corresponds to a medium correlation, .3 > R2 ≥ .1 corresponds to
a low correlation and .1 > R2 means no correlation.

First we will look at some of the error metrics from creating a model with
600 data points using the vpref , the nearest 2 neighbors, and a linear kernel (see
Table 1).

C ε MSE SCC
1 0.25 0.0355369 0.0596180
1 0.5 0.0462171 0.0444569
1 0.75 0.0796566 0.0311745
2 0.25 0.0355341 0.0596206
2 0.5 0.0462240 0.0444367
2 0.75 0.0827220 0.0307352
4 0.25 0.0355332 0.0596217
4 0.5 0.0462119 0.0444577
4 0.75 0.0834387 0.0304184
8 0.25 0.0355465 0.0594722
8 0.5 0.0462106 0.0444469
8 0.75 0.0834401 0.0304220
16 0.25 0.0355456 0.0595128
16 0.5 0.0462017 0.0444588
16 0.75 0.0834508 0.0304255
32 0.25 0.0355425 0.0595311

Table 1: Linear Kernel with 2 agents, 600 data points

This table show how the MSE and SCC vary with C, our tuning parameter
of the penalty and ε, the tolerance. Notice that the MSE is not horrible as it is
less then .1, but also not great, ideally we would like MSE < .02 for the scale of
our data. Also notice that the SCC is very bad where at best it is .059, meaning
no correlation. Also notice that smaller values of ε seem to give better results.
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So looking at smaller values of ε = .05, .1, .15.2, .25 with the same number of
data points and neighbors, we get the results in table 2.

C ε MSE SCC
1 0.05 0.0352513 0.0558446
1 0.10 0.0350025 0.0599738
1 0.15 0.0348204 0.0627678
1 0.20 0.0350328 0.0609245
1 0.25 0.0355369 0.0596180
2 0.05 0.0352517 0.0558258
2 0.10 0.0350038 0.0599357
2 0.15 0.0348187 0.0628222
2 0.20 0.0350312 0.0609415
2 0.25 0.0355341 0.0596206

Table 2: Linear Kernel with 2 agents, 600 data points

This does show a little bit better results of SCC being above .06 and MSE
around .03, but still this result shows no correlation.

The next set of experiments looked at varying the number of agents. One
difficulty of increasing the number of agents, is each agent increases the feature
space by 4 so the number of data points must be decreased to be able to train
models in a reasonable amount of time. Table 7 shows the same set up as before,
a linear kernel, varying C as well as comparison or 4 and 8 agents, Na. As we
showed earlier, larger values of ε do not tend to create better results, and have
been omitted from the table to save space.

Na C ε MSE SCC
4 1 0.25 0.0464268 0.0295390
8 1 0.25 0.0472112 0.0360096
4 2 0.25 0.0479181 0.0318622
8 2 0.25 0.0474242 0.0352149
4 4 0.25 0.0483595 0.0327271
8 4 0.25 0.0479073 0.0350223
4 8 0.25 0.0483510 0.0327744
8 8 0.25 0.0481368 0.0343743
4 16 0.25 0.0483519 0.0327389
8 16 0.25 0.0484407 0.0351923
4 32 0.25 0.0483856 0.0321898
8 32 0.25 0.0488201 0.0345883

Table 3: Linear Kernel with 4 and 8 agents, 320 data points

Similar testing was done on different kernel function including polynomial
kernel, (γ ∗〈xi, x〉)d where d is the degree of the polynomial, and the radial basis
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(a) RBF kernel (b) Polynomal kernel d = 8

Figure 1: R2 of different kernels

(a) R2 (b) MSE

Figure 2: R2 compared to respect to MSE

function (RBF), with a gaussian kernel exp(−γ ∗ ‖xi − x‖2). Doing the same
experimentation for both kernels that was done with a linear kernel showed
worse results. Figure 1a and Figure 1b plots R2 as a function of γ and C for
RBF and polynomial kernel of degree 8 respectively. Many other variations of
a polynomial kernel were tested, but all had similar negative results.

Over all, the best models were created by using a linear kernel with a small
epsilon (less then .25) and a small C (2i, i = 0, . . . , 3). With these values models
were created from ∼ 600 data points and 2 neighbors and were integrated into
RVO. These models had values of R2 ≈ .07 which is not good, but, were the
best from the 1000’s of models which were created.

One positive result is that is easily seen by zooming in on some of on the
results of using and RBF kernel is as R2 increases the MSE decreases, as seen
in figure 2, which is not always guaranteed, but is desirable.

Another very interesting result is with respect to timings. Table 4 shows
a comparison of the evaluation time for the update velocity, and compares the
original algorithm as well as 3 models varying in complexity. In the first and
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Figure 3: A screen shot of the video

most simple model, trained from only 10 data points, agents only move with a
y velocity. In the second, more complicated model, trained from 90 data points
the agents only have the ability to move with an equal x and y velocity, and
for the third model the agents velocity was determined by the models described
above (R2 ≈ .07). One thing that is very interesting is the more complex the
model, (which corresponded to the more accurate models) the slower it is to
evaluate. This is most likely due to the model’s large size and many support
vectors.

Eval type Time (sec)
Orig 1.2487223e-04

Large Model 1.5907775e-03
Med Model 4.9171695e-05
Small Model 5.1432560e-06

Table 4: Time per eval

As timings were created by hooking the trained models into the RVO system,
even though none of the results reproduce the local collision avoidance very well
a video of a small section of a simulation was created and is available at the
project page http://cs.unc.edu/ dave/classes/planning/project/.

7.1 Analysis and Further work

One thing that seems glaringly obvious is the results of the project are not very
successful by conventional standards. Before continuing to the future work it is
useful to consider why we do not see successful results with statical methods.
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One problem in general with any data driven method, like the statistical meth-
ods used here, is the data. From investigating the strange behavior of the agents
during the simulation, it appears that part of the problem comes from a basic
characteristic of RVO itself. As RVO picks random velocities in AVi calculates
a penalty function and then picks the velocity with the lowest penalty there is
no consistency for a given input vector. Hence, one input vector could yield in
widely different results. This would manifest it self as the problem of trying to
learn a noise function, which is bound to be unsuccessful.

Before coming to this realization I though the solution to the low correlation
would could be fixed by using a more powerful methods (RBF or high degree
polynomial kernels) or fining the right parameters (changing values of C, γ, ε).
At beset, this only created something that resembled the RVO collision avoid-
ance in minor ways. One examples of this can be seen in how agents tend to
group with their neighbors and then move in similar directions to them, which
is also something that happens in the simulation where the training data was
gained from. Overall, if we use the analogy of each feature having a weight
(which is not what is actually done in practice, but is good for explanation), the
statical models tended to weight the neighbors relative positions and velocities
substantially more then vpref resulting in the clumping and psudo-flocking be-
havior which can be seen when letting the simulations run for extended periods
of time.

It seems that this application of trying to learn the RVO function was not
extremely successful, but if the project were to continue for an extra month
the step would be to create different data where RVO uses an extremely high
sampling density, 104− 105 as opposed to 102 to create more consistent results.
The next consideration would be different scaling. For the regression the data
was sometimes scaled and some times unscaled, generally only effecting the
training time. In general ε-SVR is more successful with scaled data. Even
with scaling, another difficulty is the concept of what scaling means when doing
the regression, and then converting these back to results in RVO, as the scaling
factor may be environment dependent. One option is instead of scaling the data
for the regression, considering some sort of normalization in the RVO space.

Another aspect that could be worth investigating would be different ML
techniques, for example a logistic regress, or Neuro-Networks. The exploration
of ε-SVR was due to the appeal of epsilon bounding, but maybe the choice of
the basic framework was a mistake. Other ideas for further work would be to
consider bivariate statistical methods for learning the x and y velocity at the
same time, or alternatively learning polar coordinates, as well as the combination
of learning a bivarate function where the range is polar coordinates.

Alternatively, another topic which would be worth further investigation is
desperation planning, by implementing the algorithm and analyzing the results.
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8 conclusion

I would like to thank Jur van den Berg for his encouragement and willingness
to discuss ideas though out this project.
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